Choosing calibration for decisions

Calibre research note

Abstract

Calibration is useful when a prediction must support an action whose value depends on the
probability of an outcome. A calibration method can improve estimated probability levels while
pooling distinctions useful for targeting, or preserve distinctions whose levels are poorly estimated. We
evaluate these choices through two decision problems: taking actions at a known cost and allocating
a fixed capacity. The relevant comparison includes the fitted calibrator, the information reported,
and the rule used to act on it. Existing theory separates information lost through pooling from
the loss incurred by treating estimated probabilities literally. Calibre’s methods and a controlled
simulation make these consequences comparable, including the option of retaining the original score.
The contribution is an applied synthesis and reproducible evaluation, accompanied by a package
workflow for payoff-based validation selection and independent test evaluation.

1 The problem calibration is meant to solve

A model can rank cases usefully without telling a user whether acting on a case is worth its cost. Suppose
an inspection costs ¢ and finding a defect yields benefit b > 0. Let Y indicate a defect that exists
independently of inspection. Inspecting has payoff bY — ¢; not inspecting has payoff zero. A decision
maker who knows the defect probability p inspects when bp > ¢. Ordering cases by risk does not identify
that boundary. The numerical probability matters.

Calibration estimates the relationship between a model’s score S and the probability of the outcome.
A user can then compare the reported probability @@ = ¢(S) with the cost ratio ¢ = ¢/b. In benefit-
normalized units the payoff is a(Y — t), where a indicates action. This normalization applies to the
nontrivial range 0 < ¢/b < 1; above it no inspection has positive expected payoff. We use this simple
decision throughout, with costs and benefits known and common across cases. It is an illustration of a
decision problem, not an empirical claim about inspection economics.

A capacity constraint changes what the user needs. If exactly k equal-sized inspections are available
and each discovery has the same benefit, the user selects the k largest risks. A correctly ordered score
is enough for this allocation even if its levels are wrong. Monotone calibration cannot improve that
ordering and may introduce ties. Retaining the original score for tie-breaking can recover the original
allocation. Variable benefits, inspection requirements, or effects of action on the outcome would require
a different model.

The practical question is therefore which calibration and reporting procedure supports the decisions
the user actually faces. Calibration error alone cannot answer it: reporting the population event rate
for every case is calibrated but cannot target inspections. A ranking statistic alone cannot answer it
either: any strictly increasing rescaling preserves the ranks but can move the cost-based action boundary.
Decision theory requires specifying the payoff, information, and action rule together (Hullman et al.,
2025a; Hullman, 2024).



2 What the estimators assume and what they optimize

For a fixed underlying score, the probability of interest is p(S) = P(Y = 1| S). Post-hoc calibration
estimates this function from labeled examples not used to fit the underlying predictor. There is no
general guarantee that a finite-sample estimate is calibrated in a new population. Its usefulness depends
on the relation being estimated, the data available, and how users act on the result.

Isotonic regression restricts fitted probabilities to be nondecreasing in the score. At the observed
scores it minimizes the weighted sum of squared residuals under this restriction. Pool-adjacent-violators
merges neighboring groups when their empirical event rates violate the required order. The resulting
plateaus are features of the constrained fit; they do not establish that the corresponding population
risks are identical. Predictions between fitted knots additionally require an interpolation convention.
Calibre’s isotonic wrapper follows scikit-learn’s linear interpolation and retains flat intervals.

It would be misleading to assign isotonic regression a unique economic objective merely because it is
implemented through squared error. For binary labels, its PAV fitted values simultaneously optimize
regular binary proper scoring rules under the monotonicity restriction (Briitmmer and du Preez, 2013).
That result concerns the fitting sample and constrained fitted values. It does not guarantee optimal
out-of-sample decisions, nor does it choose the application’s costs, capacity, or interpolation rule.

Other estimators change the assumptions used to estimate p(S). Centered isotonic places pooled
estimates at their score centroids and interpolates between them (Oron and Flournoy, 2017). It retains
distinctions by assuming variation between anchors, and does not minimize the original isotonic squared-
error criterion. Monotone splines impose a smooth functional form with a tuning penalty (Ramsay,
1988). Nearly isotonic penalizes decreases instead of forbidding them (Tibshirani et al., 2011). Logistic
and temperature corrections impose lower-dimensional functional forms; temperature can perform well
when its distortion model is appropriate (Guo et al., 2017).

These are estimation commitments, not preferences over economic outcomes. More flexible fits can
follow genuine local risk variation but also sample noise. Pooling can stabilize estimates while suppressing
useful variation. A fitted method that preserves many different numbers has not necessarily preserved
useful risk differences. The package’s proper-score tuning evaluates probability prediction; it does not
currently select a procedure for a supplied economic payoff.

Proper scores remain useful because they assess probability forecasts rather than calibration alone.
For the normalized binary-action problem, expected Brier excess over the true-risk forecast is twice the
average decision regret under uniform threshold weighting. Another distribution of costs gives another
weighting of decisions (Ehm et al., 2016). That interpretation makes the weighting explicit; it does not
turn a generic proper-score default into the user’s objective.



3 Separate information lost from errors in its use

Hold the fitted map fixed and define r = E[p(S) | Q]. An oracle who knows the population law obtains
expected payoff V;(S) = E[(p —t)+] from the score and V;(Q) = E[(r —t)+] from the report. A user who
applies the reported probability literally obtains Uy (Q) = E[(p — t)1{Q > t}]. The gap decomposes as

Vi(S) - Ui(@) = Vi(S) - Vi(Q) + Vi(Q) — Ui(@Q)

information lost through pooling error from the reported probability level

Both terms are nonnegative. The first compares information sets; the second compares uses of the same
information. These are applications of established information-value and grouping-loss ideas (Blackwell,
1953; Tasche, 2021; Guo et al., 2026).

Pooling loses value at cost ¢ precisely when a report group assigns positive probability to risks
strictly below and strictly above ¢t. Variation entirely on one side does not change the optimal action.
Calibration makes ) usable relative to its own information when ) = r; preserving all score-based
threshold decisions requires p = r. These are distinct conditions. The appendix gives proofs, including
equality cases and restricted threshold ranges.
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Figure 1: Distinctness is valuable only through decisions. Left: two equally common groups have risks
0.3 £ d; squares mark their pooled forecast. Middle: exact optimal payoff lost through pooling, per 1,000
cases, as the cost varies. Right: a constant-risk population has 1,000 forecasts evenly spaced from 0.2 to
0.4; the artificial distinctions introduce probability error without useful risk information. There is no
sampling uncertainty in these constructed examples.

Keeping (Q, S) retains the information in S, but does not teach a user its unknown relationship to
risk. Likewise, an invertible report is informationally equivalent to the score if decoding is available,
even when literal thresholding performs poorly. An oracle benchmark measures the value potentially
available; it is not evidence that a user can recover it from finite data. Additional context would require
conditioning on that context in both benchmarks (Hullman et al., 2025b).



4 What the existing comparisons establish

The simulation uses five known risk functions, three calibration sample sizes, and 30 paired seeds. Each
fitted map is evaluated over the full finite population of 1,000 equally weighted score types. This permits
exact separation of grouping loss and miscalibration, which is not generally available from held-out binary
labels alone. The design, pointwise uncertainty calculations, every method, and rounding sensitivity are
documented in the appendix.

In smooth linear risk, centered isotonic and the spline have lower mean total probability error than
isotonic. At calibration size 1,000, their paired differences are -0.731 (95% interval [-0.830, -0.643]) and
-1.060 ([-1.186, -0.925]), respectively, on the squared-probability scale multiplied by 1,000. Temperature’s
difference is -2.045 ([-2.244, -1.858]); the design lies in its model family. Thus these results support
comparing simple parametric alternatives as well as granular nonparametric fits.
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Figure 2: Preserving distinctions can help or hurt probability-based decisions. Top: smooth linear risk.
Bottom: genuinely flat risk regions. Bars average 30 calibration samples per size over the complete
evaluation population. Blue is squared grouping loss; gray is miscalibration; their sum is total probability
error, all multiplied by 1,000. Total error equals twice uniformly integrated threshold regret. Axes are
shared within each design, not across designs. Paired intervals and threshold-specific curves appear in
the appendix.

In the step-risk design, centered isotonic retains more risk information but has greater total error
than isotonic at the middle sample size. Its probability estimation error outweighs the information
advantage. With constant risk, every map has zero grouping loss and additional probability variation
can only add error. With nonmonotone risk, preserving the original ordering can itself be costly. These
designs identify different failure modes rather than a universal winning method.



4.1 The original score is an important comparator
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Capacity allocation with exact forecasts. At calibration size 1,000, curves show extra expected successes
per 1,000 eligible cases relative to original-score ranking. Left: exact expectations over random boundary
ties. Right: original-score tie-breaking. The oracle ranks by true risk. Shading gives paired 95% pointwise
bootstrap intervals for mean performance across calibration samples. Each row shares an axis. The
constant-risk axis avoids magnifying numerical noise.

For nondecreasing maps, original-score tie-breaking restores the original allocation at every capacity.
This known strategy (Menon et al., 2012) can remove the allocation cost of pooling without changing
probability estimates. It does not recover the true-risk ordering when the original score is misordered, as
the nonmonotone design shows. Comparisons that omit this reporting choice can overstate the need for
a different calibrator.



5 How to judge a calibration procedure

A defensible comparison starts by fixing the population, outcome, available information, and economic
objective. For cost-based action, specify benefits and costs or a justified range of cost ratios. For
capacity allocation, specify slots, values, and boundary ties. If several decisions matter, declare their
weights; do not average unrelated payoffs merely because they share a plot. Decision curves support
threshold-specific comparisons, with a long precedent in model evaluation (Vickers and Elkin, 2006).

The candidates are complete procedures: fitted map, reported information, and action rule. Compare
calibrated probabilities with the original probability forecast where meaningful, act-all and act-none for
cost-based action, and original-score ranking for capacity allocation. Include the option of publishing
the calibrated probability alongside the original score. A claim about human use would additionally
require evidence on human decision rules; the present calculations do not supply it.

With independent labeled evaluation cases, the mean realized payoff estimates a fixed rule’s population
payoff under representative sampling. Paired differences evaluate alternatives on the same cases. This
does not require observing each case’s true risk. In contrast, the oracle grouping-loss decomposition
requires conditional risk information: treating each unique forecast’s observed label as its true risk would
give a misleading estimate. Report calibration and proper-score diagnostics to explain performance,
without substituting them for the declared payoft.

Selecting the highest observed payoff and reporting it on the same cases rewards sampling noise. The
package workflow uses calibrators fitted on calibration data, selects a declared procedure on separate
validation data, and evaluates the frozen choice on untouched test data. All tuning must respect this
separation, including threshold or scenario choices. Paired independent-case bootstrap intervals condition
on the fitted and selected procedure; they do not include training or selection uncertainty. Such intervals
do not establish uniform superiority across costs or environments.

Calibre already supplies common estimator interfaces, proper-score tuning, reliability diagnostics,
and score decompositions. The accompanying experiment adds known-risk threshold and capacity
comparisons. The additive decision module accepts supplied predictions and a declared cost or capacity
objective. It evaluates fixed policies, selects by validation payoff, and evaluates the frozen candidates on
test cases with disjoint identifiers. Capacity means an integer number of slots, with fractions rounded
down; boundary lotteries are integrated exactly, with optional original-score tie-breaking. Bootstrap
draws recompute allocations within each resampled cohort. Identifier checks detect declared overlap but
cannot certify the absence of upstream leakage. The existing fitting and probability diagnostics remain
available independently.

5.1 Contribution and limits

This note puts Calibre’s calibration choices on a common decision-theoretic footing and uses reproducible
comparisons to show when their estimation assumptions help or harm the specified decisions. It makes the
original-score reporting alternative explicit and separates observable policy payoff from oracle information
loss. The contribution is applied synthesis and evaluation, using established theory and estimators; the
paper does not establish a new optimality guarantee.

The package extends these experiment-specific calculations to observed binary outcomes with explicit
data roles and paired comparisons. Its software contribution is this integration; the illustrative workflow
does not establish how useful it will be in a particular application. The present results establish neither
deployed economic gains nor the amount of data a user needs to exploit a retained score. The detailed
claim-to-literature assessment remains in the appendix. Existing simulation outcomes were inspected
before this economic reframing; no new analysis was selected to make the argument appear stronger.



A When replacement preserves a decision

Hold the calibration data and fitted map fixed. A fresh case has score S, binary state Y, and risk
p=P(Y =1]5). The probability-valued report is @ = g(S) € [0,1] and » = E[p | Q]. All statements
below concern this conditional evaluation population. They compare signals under a known population
law; they do not presume that a deployed user knows that law. Actions do not change Y.

A decision maker chooses a € {0, 1} with payoff a(Y — t) for a known cost ratio ¢ € [0,1]. Let
Vi(S) = El(p — t)+] and Vi(Q) = E[(r — t)+] be optimal expected payoffs using each signal. The rule
that treats the reported probability literally has payoff Uy (Q) = E[(p — t)1{Q > t}]. Thus

Vi(S) = U(Q) = Vi(5) - Vi(Q) + Vi(Q) - Ui(Q)

D(t): replacement loss  loss from using the reported level

Both terms are nonnegative. This is a specialization of the value-of-information comparison, not a new
decomposition principle (Blackwell, 1953; Tasche, 2021; Guo et al., 2026). The distinction between
available information and its use also determines what a normative benchmark can establish (Hullman
et al., 2025a).

A.1 A single threshold

Proposition 1 (crossing the decision boundary). Define

AQ)=Ellp—1)+1Ql,  BiQ)=E[t—-p)+ Q]

Then D(t) = E[min{A:(Q), B:(Q)}]. In particular, D(¢) = 0 if and only if, for almost every report, its
conditional risks do not put positive probability strictly on both sides of t.

Proof. Since r —t = A; — By, the conditional payoff difference is A; — (A; — By)+ = min(Ay, By).
Its expectation vanishes precisely when the nonnegative minimum vanishes almost surely. The two
conditional expectations are positive precisely when P(p >t | Q) > 0 and P(p < t| Q) > 0, respectively.
Risks exactly at t are indifferent and do not create loss. O

This condition concerns actions, not the number of distinct probabilities. In the opening two-group
example, pooling costs nothing when the cost is below both risks or above both risks. It costs value
between them. A constant-risk population loses nothing under any pooling. Under arbitrary finite action
sets, the same reasoning becomes a common-action condition: in a finite population, each positive-mass
report group must admit an action optimal for every score type in that group. This follows because
the expected nonnegative regret of a common action is zero exactly when its regret is zero at each
positive-mass type.



A.2 A range of decisions and direct use of probabilities

Proposition 2 (replacement over a threshold range). On a finite score population with positive
type weights, let my and M, be the smallest and largest risks assigned report g. For any specified
threshold set T' C [0, 1], replacement preserves optimal payoff at every ¢ € T if and only if

(mg, Mg) NT =2 for every report group gq.

For all thresholds in [0, 1], replacement is lossless if and only if p = r almost surely. This last equivalence
also holds for general score distributions.

Proof. In a finite group, both strict sides of ¢ carry positive mass exactly when m, <t < M,. Apply
Proposition 1. For the general all-threshold statement, the identity 2 fol D(t)dt = E[(p — r)?] proves
necessity, and p = r proves sufficiency. ]

An average requires a declared distribution of decisions. For a probability measure W on thresholds,
define [ D(t)dW (¢). This is zero exactly when replacement is lossless for W-almost every threshold.
Since D(t) is continuous, zero average also implies zero loss throughout the support of W, including its
non-atomic thresholds. It need not establish safety outside that support. Uniform weighting recovers half
the squared grouping loss; a different weighting describes a different economic comparison. Threshold
mixtures and decision curves are established tools (Ehm et al., 2016; Vickers and Elkin, 2006).

Proposition 3 (using @ as a probability). Relative to the original-score oracle, the rule 1{Q > ¢}
has regret

R(t) = E[lp—t/1{1{Q > t} # 1{p > 1}}].

It is optimal at t precisely when P(p > ¢,Q <t) = P(p < t,Q > t) = 0. In particular, a report equal
to t declines the action and can be costly when p > t. It is optimal at every threshold if and only if
() = p almost surely. By contrast, it is optimal among rules using only @) at every threshold if and only
if @ = r almost surely.

Proof. Subtract the chosen payoff from (p — t)+ separately for p > ¢t and p < ¢. Differences at p =t
have zero cost. Integrating gives 2 [ R(t)dt = E[(p — Q)?]. Conditioning on @ gives the same argument
with r in place of p, and integrated loss E[(r — Q)?]/2. O

Calibration (@ = r) therefore makes the report directly usable relative to its own information.
Replacing the score without loss requires p = r; combining both requirements gives ( = p. Hullman’s
discussion of calibration and additional information motivates making these benchmarks explicit (Hullman,
2024; Hullman et al., 2025b). Calibration decision loss measures improvement obtainable by recalibrating
predictions over bounded decision problems (Hu and Wu, 2024). Replacement loss instead asks what
was discarded before that correction is possible. A constant calibrated report can have zero calibration
decision loss and positive replacement loss.



B Retaining a score and being able to use it

B.1 Capacity allocation

Proposition 4 (recovering the original allocation). For a fixed batch of cases and a nondecreasing
map g, sorting first by descending @@ = ¢(S) and then by descending S produces the same order as
sorting by descending S. Resolve any original-score ties by the same fixed rule in both procedures. The
selected cases then agree at every capacity, including fractional selection at a boundary.

Proof. 1f S; > S, monotonicity gives @; > Q. A strict report inequality orders the pair correctly; a
report equality is resolved by S; > S;. If the original scores tie, the common tie rule applies. O

This is an allocation consequence of an established tie-handling strategy (Menon et al., 2012).
It establishes equality with the original ranking, not superiority to a risk oracle or even to random
selection. For equal-value, equal-capacity cases, ranking by S is optimal for every capacity when p(S) is
nondecreasing. A nonmonotone risk function can make restoring that order harmful. Variable benefits
or resource requirements require a different allocation rule.

B.2 Available information versus recoverable payoff

Because @ is a fixed function of S, the pair (@, S) has the same information about Y as S. Hence
V1(Q, S) = V4(S). Publishing both preserves information relative to the score, but does not teach a user
the unknown function p(S). The fitted calibrator can help a user choose actions even though, conditional
on the map, it adds no information to an oracle who already knows the population law.

If g is invertible and its inverse is available, any rule learned from scored examples can be transported
to @: decode the examples and the new report, then run the original procedure. It has exactly the
same finite-sample payoff. This is a correspondence between procedures, not a claim that every fixed
learner is invariant to a change of coordinates. An advantage found by giving the two encodings different
hypothesis classes, training budgets, or access to the map must be attributed to those restrictions.

For pooled reports, decoding is impossible without additional information. For rounded reports the
relevant map is S +— round(g(S)), even if g itself is invertible. For someone with extra context Z, the
appropriate comparison is V;(S,Z) — Vi(Q, Z), using P(Y =11 5,Z) and P(Y =1| @, Z). The present
simulation has no Z and cannot establish effects on expert decisions. The dependence of information
value on available signals is explicit in Guo et al. (2026); the difference between idealized and actual
uses of prediction information is central to Hullman et al. (2025b).

A subsequent recoverability study would have to fix the permitted learner, labeled data available to
each report recipient, access to the calibration map, and reporting precision before comparing payoffs.
Its baseline must include probability plus score. The current experiments evaluate literal threshold rules
and specified ranking rules; they do not estimate how much additional data a user needs to learn to
exploit a retained score.



C Contribution assessment

The established results above supply a precise test of the package’s motivation: retained distinctions
matter when they permit different useful actions. They do not establish a new theorem about calibration
or information. Table 1 records the status of the claims instead of treating their appearance in this note
as evidence of novelty.

Table 1: Claims, precedents, and what this note establishes. “Specialization” means a derivation for the
stated score-replacement problem, with no novelty claim.

Claim Closest foundation Status here

Pooling reduces available Blackwell (1953); Tasche (2021) Established; explicit signal comparison.
decision value

Pooling matters at crossed Jensen equality and grouping loss Specialization: Propositions 1-2.
thresholds

Calibration supports lit- Hu and Wu (2024); Hullman (2024) Established; Proposition 3 separates
eral use within its signal two benchmarks.

Original-score ties restore  Menon et al. (2012) Established strategy; capacity conse-
original ranks quence in Proposition 4.

Value depends on informa- Hullman et al. (2025); Guo et al. Established framing; no human behav-
tion and its use (2026) ior measured.

Threshold curves compare Ehm et al. (2016); Vickers and Elkin  Established evaluation tools.

useful decisions (2006)

Payoff recoverable from fi- Known-inverse equivalence; specified Candidate research question; no new
nite labeled data learner needed bound or estimator established.

The theory-first assessment supports retaining this as a methods note. The controlled comparison is
useful evidence about the package, but the propositions are consequences of existing theory and the
original-score comparator is prior art. This literature review does not establish priority for a new result.

A possible stronger contribution is a finite-sample characterization of when retaining the original
score yields an exploitable payoff gain over a pooled report, after accounting for estimation error and
reporting precision. That question remains unresolved here. A further study would need an explicit
class of population risk functions and feasible learning procedures, plus a result not supplied by the
precedents above. More method-by-design simulations alone would not meet that requirement.

The simulations below were completed before this positioning review. They retain every design
and method and illustrate where the established mechanisms appear. No new simulation grid, human
experiment, or economic application has been run to support the revised framing.
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D Integrated decision losses and probability scores

Recall that S is the original score and p = P(Y = 1| S) its true conditional risk. Hold the fitted
calibration map fixed and write @ = ¢(S). Define r = E[p | Q], the risk recoverable from that
output. Expectations refer to the independent evaluation population conditional on the fitted map. The
population identity is

Elp-Q7 = El(p—r)*] +EB[(r - Q).
—— ——— —_——
total probability error information lost through pooling  miscalibration

The cross term is zero because E[p —r | Q] = 0. Adding E[p(1 — p)] gives expected Brier score, relating
the decomposition to reliability and resolution (Murphy, 1973; DeGroot and Fienberg, 1983). The
pooling term is also the reduction in population resolution, Var(p) — Var(r). This is the grouping loss
relative to the original score (Tasche, 2021).

For action payoff Y — ¢, the optimal values using the original score and calibrated output are
El(p —t)4+] and E[(r — t)4+]. Their difference is

D(t) = Ellp —t)+] = E[(r = t)+] = 0.

Conditional Jensen’s inequality gives the nonnegativity. Since fol (z —t)4dt = 22/2 and E[pr] = E[r?],

> [ Dy = By - Bp?) = Bl(p 77}
0

Thus pooling loss is twice the average optimal payoff lost over uniformly weighted thresholds. In the
two-group example it equals d?. The cost distribution is explicit: uniform weighting is a comparison
convention, not an empirical claim about users.

A user who applies the reported probability directly instead acts when ) > t. Regret relative to the
original-score oracle is

R(t) = E[(p —t)+] — El(p — ) {Q > t}] > D(¢).
Integrating fOQ (p — t)dt = pQ — Q?/2 yields

1
_ . 2
2 [ Ryt = Bl - QP

Twice the integral of R(t) — D(t) is the miscalibration component. A nonlinear one-to-one map has zero
pooling loss even if it reverses rankings: an oracle can invert it, whereas the implemented threshold rule
can fail. Threshold-specific losses and their mixtures have a long decision-theoretic history (Ehm et al.,
2016).

The existing simulation summarizes information loss by E[(p — r)?], accompanied by the other two
components and threshold curves. Structural diagnostics report pair pooling, pair reversals, distinct
counts, and Spearman correlation. Spearman is undefined for constant outputs. None of these diagnostics
replaces the decision comparison.
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E Complete simulation design

The evaluation population consists of 1,000 equally weighted types s; = (j 4+ 0.5)/1000. Reported scores
are logistic(1.8logit(s;)). True risks follow five fixed designs: s, 0.05 + 0.9s2, levels 0.2/0.5/0.8 across
equal thirds, constant 0.3, and 0.5+ 0.35sin(27s). The first admits an exact temperature correction; the
last violates monotone ordering.

Each calibration sample draws types with replacement and independent Bernoulli outcomes. Sample
sizes are 200, 1,000, and 5,000, with 30 seeds per design and size. All seven methods see the same sample.
Splines and nearly isotonic use their default internal cross-validation. Logistic recalibration fits a logistic
regression on log-odds; temperature fits one positive scalar. The spline construction uses monotone
regression splines (Ramsay, 1988); nearly isotonic penalizes ordering violations (Tibshirani et al., 2011);
temperature scaling follows the single-parameter approach evaluated by Guo et al. (2017). Centered
isotonic follows Oron and Flournoy (2017). These are the existing benchmark implementations, not new
tuned competitors.

Evaluation integrates over the complete finite population and known risks. The conditional mean r
is computed over exact output groups. It is not estimated from a finite test sample of mostly unique
predictions. Six-decimal rounding is a separate sensitivity applied before recomputing all quantities.
Because that sensitivity coarsens the exact output, its pooling loss cannot decrease.

Uncertainty intervals use 2,000 bootstrap resamples of the 30 calibration seeds, paired across methods.
They are 95% pointwise intervals for mean performance across calibration samples, not a range containing
95% of individual model outcomes. There is no evaluation-label sampling uncertainty. Intervals are
descriptive and do not establish simultaneous dominance across thresholds or designs.

E.1 What the fitted methods show

In the smooth linear design with 1,000 calibration observations, the centered-isotonic difference in total
probability error versus isotonic is -0.731, with interval [-0.830, -0.643]; the spline difference is -1.060,
with interval [-1.186, -0.925]. These differences are on the squared-probability scale multiplied by 1,000;
negative values favor the alternative. Temperature’s difference is -2.045, with interval [-2.244, -1.858].
This design gives the parametric family its correct specification.

The step-risk and constant-risk designs expose the cost of retaining distinctions that do not track
risk. In the step-risk design, centered isotonic discards less information but has larger total probability
error than isotonic at the middle sample size. In the constant-risk design, no map loses risk information;
centered isotonic’s additional error is miscalibration. Interpolation across a fitted block is an assumption
about how risk varies, not a free recovery of information.

The nonmonotone design separates recoverable information from usable ordering. The original score
is injective and therefore loses no information, but thresholding it gives poor decisions. Nearly isotonic
can change the ordering and performs much better here. The exact results for all designs, sizes, methods,
and precision settings follow; no universal winner is selected.

E.2 Capacity is a different decision

For each capacity from 1% to 99%, we select the largest outputs and calculate expected successes per
1,000 population members. Random boundary ties are averaged exactly. Original-score tie-breaking
instead selects the largest original scores within the tied group. For nondecreasing maps this restores the
original-score allocation. If the original ranking itself is wrong, as in the nonmonotone design, restoring it
need not help. These are allocation payoffs with outcomes unaffected by selection, not treatment effects.
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Smooth linear risk: Exact forecasts
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Mean squared probability error x 1,000 (sum of both components)

Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Smooth curved risk: Exact forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Genuinely flat regions: Exact forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Constant risk: Exact forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.

o
§ Information-loss difference Implemented-regret difference
o
(2]
" 150 A 1
>
o
3
= 100 - .
—_
(7]
o
E 50 1
=
o , /
S o
g 0 S
O T T T T 1 T T T T 1
4;‘: 0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
w Action cost t Action cost t
----- Original score —== |-spline Temperature
—— Centered isotonic — = Logistic (log-odds) — = Nearly isotonic

Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Nonmonotone risk: Exact forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-

tion. The sum is total probability error. All size panels share an axis.

Information-loss difference Implemented-regret difference

100 1 {7

Extra payoff lost per 1,000 vs isotonic
o
!
v
! .

~ \ /7 i
= ~ \ / - g
. AN /1,7
~100 - o . N4
T T T T 1 T T T T
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
Action cost t Action cost t
----- Original score —== |-spline Temperature
—— Centered isotonic — = Logistic (log-odds) — = Nearly isotonic

Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%

pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.

Threshold curves for every sample size are retained in the evaluation archive.
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Capacity allocation: exact
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All designs at calibration size 1,000. Curves show extra expected successes per 1,000 population
members relative to original-score ranking; positive values favor the named rule. Left: exact expectation
over random boundary ties. Right: original-score tie-breaking. The oracle orders by true risk. Shading
is a paired 95% pointwise interval for the mean across calibration samples. Each row shares an axis.
Constant-risk differences are zero up to floating-point precision; its axis spans [—0.5,0.5] to avoid
magnifying numerical noise.
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Smooth linear risk: Six-decimal forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.

O
§ Information-loss difference Implemented-regret difference
o
L2 7.5 4 1 gl
[%2] - 3
> 1 B
S 5.0 : ;
o
—
g 2.54 4
o A g
+d
(%]
S 0.0 e —
S
) —-2.5 1 A
Q T T T T 1 T T T T 1
g 0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
w Action cost t Action cost t
----- Original score —== |-spline Temperature
—— Centered isotonic — = Logistic (log-odds) — = Nearly isotonic

Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Smooth curved risk: Six-decimal forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Genuinely flat regions: Six-decimal forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Constant risk: Six-decimal forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-
tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%
pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.
Threshold curves for every sample size are retained in the evaluation archive.
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Nonmonotone risk: Six-decimal forecasts
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Bars average 30 calibration samples at each size. Blue shows information lost; gray shows miscalibra-

tion. The sum is total probability error. All size panels share an axis.
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Curves compare each method with isotonic at calibration size 1,000. Left: differences in optimal
payoff lost because of the output grouping. Right: differences in regret from acting when the reported
probability exceeds the cost. Negative values favor the named method. Shading gives paired 95%

pointwise percentile intervals from 2,000 seed resamples. Panels share axes.

These are exact expectations over 1,000 equally weighted score types, conditional on each fitted map.

Threshold curves for every sample size are retained in the evaluation archive.
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Capacity allocation: six decimals
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All designs at calibration size 1,000. Curves show extra expected successes per 1,000 population
members relative to original-score ranking; positive values favor the named rule. Left: exact expectation
over random boundary ties. Right: original-score tie-breaking. The oracle orders by true risk. Shading
is a paired 95% pointwise interval for the mean across calibration samples. Each row shares an axis.
Constant-risk differences are zero up to floating-point precision; its axis spans [—0.5,0.5] to avoid
magnifying numerical noise.
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F Limits, interpretation, and reproduction

The study illustrates a class of decisions and known finite populations. It does not estimate economic
value for an actual organization. Its payoff assumes one unit of benefit and a cost ratio ¢, no effect of the
action on the outcome, and no extra information available to the user. Other payoffs require different
weights or decisions. Capacity selection assumes equal-sized slots and values only expected event counts.

The information metric is an oracle quantity. Tiny differences can make a finite map invertible, but
a real user may lack the data, numerical precision, or model needed to exploit them. The rounding
sensitivity addresses one reporting convention, not every practical information constraint. We should not
expose this metric as though it could be estimated merely by grouping unique predictions and observed
labels.

The practical lesson has two parts. Where fitted plateaus conceal risk differences, pooling can cost
decision value. But retaining distinctions also requires estimating their probability levels, and the
resulting error can exceed the information benefit. For ranking-only allocation, keeping the original score
for tie-breaking can supply the same benefit without changing the calibrator. The economic argument
therefore depends on the user’s information and decision rule, not the count of forecast values.

The design was written before this simulation, after earlier package benchmarks had been inspected.
Numerical identities and tie policies were independently reviewed before the full run. The implementation
uses the package’s existing methods and changes no public API or established benchmark results. A
reproducible notebook accompanies this note.

From the repository root, install the locked environment with uv sync --locked --all-groups.
Run make granularity-run to fit and evaluate; run make granularity to rebuild figures, summaries,
the executed notebook, and this PDF from retained predictions. Raw predictions and evaluations are
in experiments/granularity/results; generated exhibits and complete CSV tables are in its build
directory. Manifests record source hashes, configuration, software versions, and result hashes. The test
target is make granularity-check.
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Complete mean results and paired differences

Every error and difference below is multiplied by 1,000. Pool is information lost, Cal is miscalibration,
and Total is their sum. Delta subtracts isotonic’s total error within each seed. Brackets give its paired
95% percentile interval for the mean. Distinct is the mean number of output values. Displayed zeros can
be positive below rounding precision. Full-precision metrics, structural pair counts, expected Brier, and
Spearman are in the generated CSV files.

Method Pool Cal Total  Delta 95% interval Distinct
Smooth linear risk, n=200, exact

Original score 0.000  8.451  8.451 1.945 [0.591, 2.998] 1000
Isotonic 2.062  4.444  6.506  0.000 [0.000, 0.000] 50
Centered isotonic 0.117 4.097  4.214 -2.293 [-2.791, -1.785] 864
I-spline 0.039  3.534  3.572 -2.934 [-3.452, -2.430) 955
Logistic (log-odds) 0.000  1.762 1.762  -4.745 [-5.508, -3.985] 1000
Temperature 0.000  0.419  0.419 -6.087 [-7.495, -4.981] 1000
Nearly isotonic 1.506 5739  7.246  0.739 [0.170, 1.444] 56
Smooth linear risk, n=1,000, exact

Original score 0.000  8.451  8.451  6.268 [6.028, 6.485] 1000
Isotonic 0.682  1.501  2.183  0.000 [0.000, 0.000] 32
Centered isotonic ~ 0.020  1.432  1.452 -0.731 [-0.830, -0.643] 929
I-spline 0.000  1.123  1.123  -1.060 [-1.186, -0.925] 997
Logistic (log-odds) 0.000  0.291  0.291 -1.892 [-2.076, -1.716] 1000
Temperature 0.000  0.138  0.138 -2.045 [-2.244, -1.858] 1000
Nearly isotonic 0.604 1.709 2312  0.130 [0.012, 0.288] 34
Smooth linear risk, n=5,000, exact

Original score 0.000  8.451  8.451  7.819 [7.769, 7.871] 1000
Isotonic 0.206  0.426  0.632  0.000 [0.000, 0.000] 40
Centered isotonic 0.003  0.393 0.396 -0.236 [-0.265, -0.209] 964
I-spline 0.000  0.266  0.266 -0.367 [-0.397, -0.335] 1000
Logistic (log-odds) 0.000  0.045  0.045 -0.587 [-0.640, -0.534] 1000
Temperature 0.000 0.019 0.019 -0.613 [-0.665, -0.559] 1000
Nearly isotonic 0.189  0.451  0.640  0.008 [0.001, 0.017] 41
Smooth curved risk, n=200, exact

Original score 0.000 40.503 40.503 34.687  [33.869, 35.449] 1000
Isotonic 1.290 4.527  5.816  0.000 [0.000, 0.000] 60
Centered isotonic ~ 0.044  4.392  4.436 -1.380 [-1.775, -1.013] 887
I-spline 0.000  2.577 2578 -3.239 [-3.763, -2.705] 987
Logistic (log-odds) 0.000  1.904  1.904 -3.912 [-4.516, -3.295] 1000
Temperature 0.000 27.671 27.671 21.855  [21.011, 22.685] 1000
Nearly isotonic 0974  5.612 6.586  0.770 [0.194, 1.574] 69
Smooth curved risk, n=1,000, exact

Original score 0.000 40.503 40.503  38.562 [38.328, 38.782] 1000
Isotonic 0.548  1.393 1941  0.000 [0.000, 0.000] 34
Centered isotonic ~ 0.003  1.414 1416 -0.525 [-0.617, -0.438] 955
I-spline 0.000  0.906  0.906 -1.035 [-1.205, -0.866] 995
Logistic (log-odds) 0.000  0.922  0.922 -1.019 [-1.271, -0.766) 1000
Temperature 0.000 27.507 27.507 25.566 [25.336, 25.804] 1000
Nearly isotonic 0.500  1.491  1.991  0.049 [0.004, 0.103] 36
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Method Pool Cal  Total  Delta 95% interval Distinct
Smooth curved risk, n=>5,000, exact

Original score 0.000 40.503 40.503 39.885 [39.840, 39.930] 1000
Isotonic 0.187 0.431 0.618 0.000 [0.000, 0.000] 36
Centered isotonic 0.000  0.450  0.451 -0.168 [-0.195, -0.141] 987
I-spline 0.000  0.272  0.272 -0.346 [-0.385, -0.306] 998
Logistic (log-odds) 0.000  0.514  0.514 -0.104 [-0.172, -0.033] 1000
Temperature 0.000 27.231 27.231 26.613 [26.554, 26.673] 1000
Nearly isotonic 0.173 0.452 0.625 0.007 [0.000, 0.016] 37
Genuinely flat regions, n=200, exact

Original score 0.000 22.914 22914 14.562 [13.675, 15.467] 1000
Isotonic 1.897 6.455 8.352 0.000 [0.000, 0.000] 53
Centered isotonic ~ 0.155 11.740 11.894  3.542 [2.593, 4.549] 885
I-spline 0.000 7.202 7.202 -1.151 [-1.865, -0.432] 925
Logistic (log-odds) 0.000 10.478 10.478  2.126 [0.981, 3.348] 1000
Temperature 0.000 9.918 9.918  1.566 [0.504, 2.762] 1000
Nearly isotonic 1.855 7.034 8.889 0.537 [0.113, 1.138] 60
Genuinely flat regions, n=1,000, exact

Original score 0.000 22.914 22914 20.317  [19.956, 20.652] 1000
Isotonic 0.380  2.217 2597  0.000 [0.000, 0.000] 20
Centered isotonic 0.000 6.128 6.128 3.531 [2.818, 4.284] 940
I-spline 0.000 3.120 3.120 0.523 [0.246, 0.815] 682
Logistic (log-odds) 0.000 10.628 10.628  8.031 [7.446, 8.611] 1000
Temperature 0.000 10.250 10.250  7.654 [7.093, 8.215] 1000
Nearly isotonic 0.380  2.423  2.803  0.206 [0.055, 0.406] 24
Genuinely flat regions, n=5,000, exact

Original score 0.000 22914 22914 22.355 [22.275, 22.429] 1000
Isotonic 0.058  0.501  0.559  0.000 [0.000, 0.000] 17
Centered isotonic 0.000 2.284 2.284 1.725 [1.346, 2.119] 937
I-spline 0.000 1.708 1.708 1.149 [1.058, 1.251] 587
Logistic (log-odds)  0.000 9.796 9.796 9.237 [9.058, 9.434] 1000
Temperature 0.000  9.759  9.759  9.200 [9.022, 9.397] 1000
Nearly isotonic 0.058  0.542  0.599  0.040 [0.008, 0.088] 19
Constant risk, n=200, exact

Original score 0.000 173.971 173.971 167.680 [166.211, 169.075] 1000
Isotonic 0.000  6.291  6.291  0.000 [0.000, 0.000] 22
Centered isotonic 0.000 15.224 15.224 8.934 [5.876, 12.406] 784
I-spline 0.000  1.587  1.587 -4.704 [-5.993, -3.541] 560
Logistic (log-odds) 0.000  1.825  1.825 -4.465 [-5.891, -3.120] 1000
Temperature 0.000 41.840 41.840 35.550 [34.112, 36.872] 1000
Nearly isotonic 0.000  7.493  7.493  1.202 [0.301, 2.337] 32
Constant risk, n=1,000, ezxact

Original score 0.000 173.971 173.971 172.099 [171.658, 172.492] 1000
Isotonic 0.000 1.872 1.872 0.000 [0.000, 0.000] 10
Centered isotonic 0.000 6.960 6.960 5.088 [2.803, 7.851] 833
I-spline 0.000  0.550  0.550 -1.321 [-1.699, -1.013] 561
Logistic (log-odds) 0.000  0.426  0.426 -1.445 [-1.858, -1.064] 1000
Temperature 0.000 41.617 41.617 39.745  [39.304, 40.139] 1000
Nearly isotonic 0.000 1.955 1.955 0.083 [0.013, 0.171] 12
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Constant risk, n=5,000, exact

Original score 0.000 173.971 173.971 173.658 [173.571, 173.737] 1000
Isotonic 0.000  0.313  0.313  0.000 [0.000, 0.000] 8
Centered isotonic 0.000 1.185 1.185 0.872 [0.311, 1.668] 852
I-spline 0.000  0.109  0.109 -0.203 [-0.262, -0.152] 538
Logistic (log-odds) 0.000  0.084  0.084 -0.229 [-0.315, -0.147] 1000
Temperature 0.000 41.617 41.617 41.304 [41.217, 41.383] 1000
Nearly isotonic 0.000  0.377  0.377  0.064 [0.020, 0.119] 10
Nonmonotone risk, n=200, exact

Original score 0.000 352.113 352.113 285.242 [284.311, 286.124] 1000
Isotonic 60.900 5971 66.871 0.000 [0.000, 0.000] 16
Centered isotonic ~ 18.317 121.143 139.460 72.589 [41.838, 106.646] 690
I-spline 60.367  2.298 62.665 -4.206 [-5.230, -3.242] 30
Logistic (log-odds) 0.000 37.512 37.512 -29.359 [-30.641, -28.046] 1000
Temperature 0.000 75.009 75.009 @ 8.137 [7.207, 9.020] 1000
Nearly isotonic 2.731 9.672 12.403 -54.468 [-55.275, -53.655] 72
Nonmonotone risk, n=1,000, exact

Original score 0.000 352.113 352.113 290.044 [289.826, 290.249] 1000
Isotonic 61.215  0.853 62.069  0.000 [0.000, 0.000] 5
Centered isotonic  28.558 57.264 85.823 23.754 [12.758, 37.260] 533
I-spline 60.925  0.573 61.498 -0.570 [-0.709, -0.431] 8
Logistic (log-odds) 0.000 34.687 34.687 -27.382 [-27.687, -27.040] 1000
Temperature 0.000 75.009 75.009 12.940 [12.722, 13.145] 1000
Nearly isotonic 1.182 2568  3.749 -58.319 [-58.562, -58.062] 32
Nonmonotone risk, n=5,000, exact

Original score 0.000 352.113 352.113 290.564 [290.464, 290.646] 1000
Isotonic 61.235  0.315 61.549  0.000 [0.000, 0.000] 4
Centered isotonic  18.374 58.360 76.734 15.185 [8.165, 26.113] 698
I-spline 61.212  0.111 61.323 -0.226 [-0.313, -0.156] 10
Logistic (log-odds) 0.000 34.981 34.981 -26.568 [-26.744, -26.390] 1000
Temperature 0.000 75.009 75.009 13.459 [13.359, 13.542] 1000
Nearly isotonic 0.652 1.873 2.525 -59.025 [-59.152, -58.886] 32
Smooth linear risk, n=200, siz decimals

Original score 0.000  8.451 8.451 1.945 [0.591, 2.998] 1000
Isotonic 2.062  4.444  6.506  0.000 [0.000, 0.000] 50
Centered isotonic 0.117  4.097 4214 -2.293 [-2.791, -1.785] 864
I-spline 0.044  3.529 3.572  -2.934 [-3.452, -2.430] 952
Logistic (log-odds) 0.000  1.762  1.762 -4.745 [-5.508, -3.985] 1000
Temperature 0.000  0.419 0.419 -6.087 [-7.495, -4.981] 1000
Nearly isotonic 1.798  5.447  7.246  0.739 [0.170, 1.444] 55
Smooth linear risk, n=1,000, siz decimals

Original score 0.000 8.451  8.451  6.268 [6.028, 6.485] 1000
Isotonic 0.682 1.501 2.183  0.000 [0.000, 0.000] 32
Centered isotonic ~ 0.020  1.432 1452 -0.731 [-0.830, -0.643] 929
I-spline 0.002 1.120 1.123  -1.060 [-1.186, -0.925] 992
Logistic (log-odds) 0.000  0.291  0.291  -1.892 [-2.076, -1.716] 1000
Temperature 0.000  0.138  0.138  -2.045 [-2.244, -1.858] 1000
Nearly isotonic 0.651 1.662 2.312 0.130 [0.012, 0.288] 33
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Smooth linear risk, n=>5,000, six decimals

Original score 0.000 8.451 8.451 7.819 [7.769, 7.871] 1000
Isotonic 0.206 0.426 0.632 0.000 [0.000, 0.000] 40
Centered isotonic 0.003 0.393 0.396  -0.236 [-0.265, -0.209] 964
I-spline 0.000 0.266 0.266  -0.367 [-0.397, -0.335] 1000
Logistic (log-odds)  0.000 0.045 0.045 -0.587 [-0.640, -0.534] 1000
Temperature 0.000 0.019 0.019 -0.613 [-0.665, -0.559] 1000
Nearly isotonic 0.200  0.440 0.640  0.008 [0.001, 0.017] 40
Smooth curved risk, n=200, six decimals

Original score 0.000 40.503 40.503 34.687 [33.869, 35.449] 1000
Isotonic 1.290 4.527 5.816 0.000 [0.000, 0.000] 60
Centered isotonic ~ 0.044  4.392  4.436 -1.380 [-1.775, -1.013] 887
I-spline 0.000 2.577 2.578  -3.239 [-3.763, -2.705] 986
Logistic (log-odds) 0.000  1.904  1.904 -3.912 [-4.516, -3.295] 1000
Temperature 0.000 27.671 27.671 21.855  [21.011, 22.685] 1000
Nearly isotonic 0.997 5.589 6.586 0.770 [0.194, 1.574] 68
Smooth curved risk, n=1,000, six decimals

Original score 0.000 40.503 40.503 38.562 [38.328, 38.782] 1000
Isotonic 0.548 1.393 1.941 0.000 [0.000, 0.000] 34
Centered isotonic ~ 0.003  1.413 1416 -0.525 [-0.617, -0.438] 955
I-spline 0.000 0.906 0.906 -1.035 [-1.205, -0.866] 991
Logistic (log-odds)  0.000 0.922 0.922 -1.019 [-1.271, -0.766] 1000
Temperature 0.000 27.507 27.507 25.566 [25.336, 25.804] 1000
Nearly isotonic 0.528  1.463  1.991  0.049 [0.004, 0.103] 35
Smooth curved risk, n=>5,000, six decimals

Original score 0.000 40.503 40.503 39.885 [39.840, 39.930] 1000
Isotonic 0.187 0.431 0.618 0.000 [0.000, 0.000] 36
Centered isotonic ~ 0.000  0.450  0.451 -0.168 [-0.195, -0.141] 987
I-spline 0.000 0.272 0.272  -0.346 [-0.385, -0.306] 995
Logistic (log-odds)  0.000 0.514 0.514 -0.104 [-0.172, -0.033] 1000
Temperature 0.000 27.231 27.231 26.613 [26.554, 26.673] 1000
Nearly isotonic 0.185 0.440 0.625 0.007 [0.000, 0.016] 36
Genuinely flat regions, n=200, sixz decimals

Original score 0.000 22.914 22914 14.562 [13.675, 15.467] 1000
Isotonic 1.897 6.455 8.352 0.000 [0.000, 0.000] 53
Centered isotonic 0.155 11.740 11.894 3.542 [2.593, 4.549] 885
I-spline 0.000 7.202 7.202 -1.151 [-1.865, -0.432] 914
Logistic (log-odds) 0.000 10.478 10.478  2.126 [0.981, 3.348] 1000
Temperature 0.000 9.918 9.918 1.566 [0.504, 2.762] 1000
Nearly isotonic 1.857 7.032 8.889 0.537 [0.113, 1.138] 60
Genuinely flat regions, n=1,000, siz decimals

Original score 0.000 22914 22914 20.317 [19.956, 20.652] 1000
Isotonic 0.380 2.217 2.597 0.000 [0.000, 0.000] 20
Centered isotonic ~ 0.000  6.128  6.128  3.531 [2.818, 4.284] 940
I-spline 0.000 3.120 3.120 0.523 [0.246, 0.815] 665
Logistic (log-odds) 0.000 10.628 10.628  8.031 [7.446, 8.611] 1000
Temperature 0.000 10.250 10.250  7.654 [7.093, 8.215] 1000
Nearly isotonic 0.380 2.423 2.803 0.206 [0.055, 0.406] 23
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Genuinely flat regions, n=>5,000, six decimals

Original score 0.000 22914 22914 22.355 [22.275, 22.429) 1000
Isotonic 0.068  0.501  0.559  0.000 [0.000, 0.000] 17
Centered isotonic 0.000 2.284  2.284 1.725 [1.346, 2.119] 933
I-spline 0.000 1.708 1.708 1.149 [1.058, 1.251] 567
Logistic (log-odds) 0.000  9.796  9.796  9.237 [9.058, 9.434] 1000
Temperature 0.000  9.759  9.759  9.200 [9.022, 9.397] 1000
Nearly isotonic 0.058  0.542  0.599  0.040 [0.008, 0.088] 18
Constant risk, n=200, six decimals

Original score 0.000 173.971 173.971 167.680 [166.211, 169.075] 1000
Isotonic 0.000  6.291 6.291 0.000 [0.000, 0.000] 22
Centered isotonic ~ 0.000 15.224 15224  8.934 [5.876, 12.406) 782
I-spline 0.000 1.587 1.587  -4.704 [-5.993, -3.541] 483
Logistic (log-odds) 0.000  1.825  1.825 -4.465 [-5.891, -3.120] 1000
Temperature 0.000 41.840 41.840 35.550  [34.112, 36.872] 1000
Nearly isotonic 0.000  7.493  7.493 1.202 [0.301, 2.337] 32
Constant risk, n=1,000, siz decimals

Original score 0.000 173.971 173.971 172.099 [171.658, 172.492] 1000
Isotonic 0.000 1.872 1.872  0.000 [0.000, 0.000] 10
Centered isotonic 0.000  6.960 6.960  5.088 [2.803, 7.851] 831
I-spline 0.000  0.550  0.550 -1.321 [-1.699, -1.013] 405
Logistic (log-odds) 0.000  0.426  0.426 -1.445 [-1.858, -1.064] 1000
Temperature 0.000 41.617 41.617 39.745 [39.304, 40.139] 1000
Nearly isotonic 0.000  1.955  1.955  0.083 [0.013, 0.171] 11
Constant risk, n=5,000, siz decimals

Original score 0.000 173.971 173.971 173.658 [173.571, 173.737] 1000
Isotonic 0.000  0.313  0.313  0.000 [0.000, 0.000] 8
Centered isotonic ~ 0.000  1.185  1.185  0.872 [0.311, 1.668] 846
I-spline 0.000  0.109  0.109 -0.203 [-0.262, -0.152] 355
Logistic (log-odds) 0.000  0.084  0.084 -0.229 [-0.315, -0.147] 984
Temperature 0.000 41.617 41.617 41.304 [41.217, 41.383] 1000
Nearly isotonic 0.000  0.377  0.377  0.064 [0.020, 0.119] 10
Nonmonotone risk, n=200, six decimals

Original score 0.000 352.113 352.113 285.242 [284.311, 286.124] 1000
Isotonic 60.900 5971 66.871 0.000 [0.000, 0.000] 16
Centered isotonic  18.317 121.143 139.460 72.589 [41.838, 106.646] 690
I-spline 60.969 1.695 62.665 -4.206 [-5.230, -3.242] 10
Logistic (log-odds) 0.000 37.512 37.512 -29.359 [-30.641, -28.046] 1000
Temperature 0.000 75.009 75.009  8.137 [7.207, 9.020] 1000
Nearly isotonic 3.027  9.376 12.403 -54.468 [-55.275, -53.655] 71
Nonmonotone risk, n=1,000, six decimals

Original score 0.000 352.113 352.113 290.044 [289.826, 290.249] 1000
Isotonic 61.215  0.853 62.069  0.000 [0.000, 0.000] 5
Centered isotonic ~ 28.558 57.264 85.823 23.754 [12.758, 37.260] 529
I-spline 61.230  0.268 61.498 -0.570 [-0.709, -0.431] 6
Logistic (log-odds) 0.000 34.687 34.687 -27.382 [-27.687, -27.040] 1000
Temperature 0.000 75.009 75.009 12.940 = [12.722, 13.145] 1000
Nearly isotonic 1.263 2487  3.749 -58.319 [-58.562, -58.062] 30
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Nonmonotone risk, n=5,000, six decimals

Original score 0.000 352.113 352.113 290.564 [290.464, 290.646] 1000
Isotonic 61.235 0.315 61.549 0.000 [0.000, 0.000] 4
Centered isotonic  18.374 58.360 76.734 15.185 [8.165, 26.113] 694
I-spline 61.227 0.096 61.323 -0.226 [-0.313, -0.156] 6
Logistic (log-odds) 0.000 34.981 34.981 -26.568 [-26.744, -26.390] 1000
Temperature 0.000 75.009 75.009 13.459 [13.359, 13.542] 1000
Nearly isotonic 0.660 1.865 2.525 -59.025 [-59.152, -58.886] 31
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